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Abstract — All network infrastructure is limited by resource availability, and this limit tends to be lower
for wireless networks. Network congestion caused by more demand than available resources can lead
to increased latency and jitter or even packet loss, which may result in dropped video frames or other
artifacts that are unacceptable to a broadcaster. Dynamic “quality-on-demand” (QoD) using network
APIs allows for prioritization of particular devices or workflows to protect live-to-air or critical links.

Introduction

All network links are subject to limitations on the amount of traffic that they can support, whether this is
a 100 Gb/s fiber link, a 12G SDI cable, or Wi-Fi connection. Wireless links typically have lower capacity
as they require the use of a range of radio frequency (RF) resources to transport the information. Radio
spectrum is a finite resource, and as wireless technologies have evolved, the need for access to more
spectrum has pushed services towards progressively higher frequencies (such as the 26 GHz
mmWave band) where there is more unused spectrum available but with reduced coverage range. For
example, using the free-space path loss model [1], path loss for 100 m propagation at 2 GHz is

78.5 dB, whereas at 26 GHz it is 101 dB. This imposes challenges to effectively deploy technologies
using these higher frequencies, increasing the value of and competition for access to lower
frequencies.

Cellular wireless technology has grown from its initial conception as a way to provide wireless
telephone services to mobile users into a bona fide wireless |IP network technology. The use cases for
the latest 5G (and next-generation 6G) technology are extensive and cross a wide range of market
verticals, from Internet of Things (loT) connectivity for smart devices, factories and even cities, to
secure offline networks for surveillance, critical infrastructure and defence. There is no one-size-fits-all
or ‘cookie-cutter’ template to address these disparate opportunities — some require high uplink
bandwidth or many thousands of devices, while others require ultra-low latency — yet they all have
certain requirements in common. A major challenge is maintaining control over quality of service (QoS)
and adapting to changing prioritisation requirements, which has become known as quality on demand
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(QoD). In fact, the QoS possibilities offered by 5G and its advanced resource scheduler are one of the
(many) attractors to the technology over other wireless implementations, such as Wi-Fi. Without user
control of QoS among their network devices or workflows, there will remain a barrier to adoption of 5G
as the preferred deployment technology.

The broadcast industry presents a set of well-defined use cases for both public and private 5G
standalone implementations. The three main wireless production categories can be outlined as follows:

e Contribution links — usually provided from remote locations with low bitrate (<10 Mbps) and
high latency (>1 s)

o Supplementary links — medium quality (around 10 Mbps) and latency (<1 s)

¢ Production links — usually local, with high bitrate and ultra-low latency (<100 ms)

Public networks have already become an industry standard for contribution links. There has been
significant investment by broadcasters and production companies in bonded-cellular video transmitters
for use on public 4G/5G networks, which are now regularly used as an alternative to satellite links for
on-location newsgathering. Being IP-based solutions, they can integrate well into existing workflows or
modern cloud-based production environments. With the ubiquity of public networks, deployment and
operation is very straightforward, but sharing network capacity with the rest of the mobile network
operator’s customers can become challenging in high-demand density environments.

Production links are currently largely achieved using point-to-point COFDM radio links. Latency
requirements typically rule out the use of public cellular networks, although with network slicing and
multi-access edge computing (MEC) there is now the potential to explore support for production links.

Networks based on 5GNR technology (typically deployed around 2—4 GHz) can provide single-layer
uplink throughputs around 1.2 b/Hz for downlink-biased configurations (as used by public network
operators). Private networks that can be configured to provide uplink-biased connectivity can increase
this uplink performance to over 4 b/Hz at the expense of downlink throughput, but they remain
potentially resource-constrained links due to the finite resources available and may become over-
subscribed.

One attractive feature of private 5G networks or slices on a public network is the reduction in
complexity offered by the ability to share the same network infrastructure and resources between
numerous user devices, workflows, and services, as and when they are needed. However, this can
lead to congestion, where demand for network resources cannot be satisfied by those available. In this
case, increases to latency and jitter, or even packet loss, can occur and, for live broadcast, introduce
unacceptable artifacts or frame drops. The 5G standard provides an advanced scheduler to allocate
resources among devices, and a plethora of ways to manage quality of service (QoS). These can be
readily established for static priority needs, but a major challenge is adapting to dynamic prioritization
requirements, which has become known as quality-on-demand (QoD).

This paper discusses the implementation and use of network APIs to provide dynamic control of
network prioritization, and its relevance and importance for the broadcast industry to protect key video
feeds or critical links. The emerging requirement for implementing open network APIs to maximize
vendor and operator compatibility is also addressed.

Network Functions and RAN Control

5G networks comprise a core and radio access network (RAN). The core provides a set of well-defined
component functions, such as: the access and mobility management function (AMF) that handles
authentication and mobility; the session management function (SMF); and the user plane function
(UPF) that is responsible for establishing and managing the packet data unit (PDU) sessions between
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user equipment (UE) and data networks (DNs) within the 5G architecture, including packet routing and
quality of service (QoS). Whereas, the RAN provides the physical radio connectivity between the UE
and core network(s), managing the radio channel and scheduling of radio resources between
connected devices.

Both the core and RAN can be highly flexible, catering for a wide variety of configurations and use
cases. There are applications that require temporary or dynamic changes to the network, such as for an
individual network cell or even particular UE device. In order to facilitate dynamic interaction with the
core network, the 3GPP specification defines the network exposure function (NEF), which abstracts the
capabilities of the network and facilitates real-time access to core functions and services. Developers
can then build extended application programming interfaces (APIs) to query and even control core
network components, such as authentication, QoS, PDU session management, but also others
including the charging function (CHF).

The RAN intelligent controller (RIC) is a key component of the 5G Open RAN architecture that provides
a similar function to the core NEF but for the RAN. The RIC is intended to promote multi-vendor
interoperability and support diversity by providing a common interface through which RAN functions can
be controlled and optimized. It should be noted that there is not yet a standardized RIC specification,
such that Open RAN hardware can still implement proprietary RIC protocols, preventing the device and
vendor interoperability that it was conceived to enable. Indeed, while some of the specification and
concepts remain valuable, it appears that despite significant investment the drive for Open RAN
infrastructure has waned.

Real-time Core Control

A PDU session is a logical connection between each UE device and the 5G core network and
associated user plane. It is facilitated by data radio bearers (DRBs) to transport user data over the 5G
air interface. A PDU session requires at least one DRB, but there can be multiple bearers associated
with a single PDU session. DRBs are created with a 5Ql value — a QoS profile specifying default
values the bearer priority and a host of other timers and buffers. Dedicated DRBs define a specific QoS
profile or traffic flow and can be configured for the data network or on a per-device basis. There are a
number of ways that packet data networks (PDNs) and DRBs can be layered to create complex but
static QoS environments. However, they can also be activated on-demand, and this functionality is
implemented and demonstrated here.

A simple python module was implemented to interact with an Amarisoft 5G core network using a
proprietary API, and the implications of dynamically assigning priority on a congested network were
explored.

Device Prioritisation

Two Sony PDT-FP1 devices were connected to a 40 MHz cell with centre frequency 3967 MHz and
configured to perform 40 Mb/s UDP uplink. A single DN is defined with a default DRB using 5Ql 9 (an
acknowledged bearer) with priority level 90. In order to reduce the capacity of the cell and cause
contention, the uplink modulation and coding scheme (MCS) was fixed at 10. This limited the total
network uplink capacity to 45 Mb/s. The devices were (unsurprisingly) unable to sustain their 40 Mb/s
traffic, with the scheduler allocating equal resources and each managing 22.5 Mb/s. Figure 1 presents
the uplink bitrate and packet error rates as we dynamically create and remove dedicated DRBs to
prioritize traffic and particular devices on the network.
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FIGURE 1: DYNAMIC CREATION OF DEDICATED DRBS TO CONTROL QOS.

We start with no dedicated bearers. Region @ of Figure 1 shows both devices sustaining an uplink
bitrate of 22.5 Mb/s as both devices are using the default DRB (5Ql 9) and neither has priority over the
other. A dedicated DRB is then created for device UE-035 with IMSI 999500000010035. The dedicated
DRB is specified to also use 5Ql 9 but with priority 1 and only for uplink traffic:

2]

> add_priority('999500000010035', qci=9, priority=1, dir='ul"')

(Note that QCl is regularly seen in place of 5Ql, especially in code as most languages do not allow
variable names that begin with numbers.) The function can also specify a traffic flow rule; in this case,
traffic to all destination IP addresses was included, but this could be restricted to particular
source/destination IP addresses or port (ranges), or particular subnets or traffic class. The result of
adding this dedicated DRB can be seen in region @ of Figure 1. Since bearers with a lower 5Ql priority
value have higher priority for resource allocation, the uplink bitrate of the higher-priority device UE-035
(green) immediately increases and the desired 40 Mb/s is achieved. The default priority device UE-019
(blue) experiences a significant decrease in its uplink bitrate and an increase in the packet error rate to
around 20%. This device now experiences very poor network performance.

Device priority is switched from UE-035 to UE-019 (IMSI 999500000010019), then back to UE-035:

3]
o

> add_priority('999500000010019', qci=7, priority=1, dir='both')
> add_priority('999500000010035', qci=9, priority=1, dir='ul")

Regions @ and @ in Figure 1 demonstrate how switching device priority between UEs, by creating a
dedicated DRB (and removing dedicated DRBs from the other device), enables the prioritized device to
transmit at the desired bitrate, while the unprioritized device can only use the remaining resources and
experiences significant packet error. In this case UE-019 was given an unacknowledged (5Ql 7)
dedicated bearer for all uplink and downlink traffic.

Of course, it is possible to create dedicated DRBs for multiple UE at the same time (or multiple
dedicated DRBs for a single UE with different QoS and traffic flow rules). However, the resources of the
network are still limited, and devices with priority can still impact each other. This is shown in region @
by adding the same dedicated DRB to UE-019:
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9 > add_priority('999500000010019', qci=9, priority=1, dir='ul')

Since both devices once again have the same priority for the traffic flow, they compete with one another
and are allocated equal resources allowing only for 22.5 Mb/s per device. If there were more devices
with lower priority on the network, these two priority devices would be allocated resources first and the
other devices would receive very little (if any) resources at all. Regions @ and @ show the priority for
UE-035 being removed then restored, respectively, before all priority is removed in region @.

G > remove_priority('999500000010035")
o > add_priority('999500000010035', qci=9, priority=1, dir='ul')
e > clear_priority()

Once all dedicated DRBs have been removed, both devices return to use the default DRB.

Prioritization of Ultra-low Latency Video

The python module to control priority was tested with a live ultra-low latency (ULL) video source in a
congested channel. A 20 MHz cell centred at 3967 MHz was used with uplink MCS fixed at 13 to
provide a total uplink capacity of 32 Mb/s. The ULL video encoder (UE-010) was configured to run a
constant bitrate video stream at 25 Mb/s with an end-to-end latency of 80 ms. Congestion was then
generated by a 25 Mb/s UDP upload from a Sony PDT-FP1 handset (UE-035).

/\ 3

01:02:14 4. 01:03:35:00

FIGURE 2: DECODED VIDEO (LEFT) WITHOUT PRIORITY AND (RIGHT) WITH PRIORITY.

Figure 3 (top) presents the uplink bitrate of the two devices. Region @ shows the ULL video stream
maintaining 25 Mb/s without any congestion on the network. The video decoder dashboard Figure 3
(bottom) during this region shows stable bitrate with no packet loss (upper panel) and very low round-
trip time (RTT, lower panel).

Uplink congestion was then generated using 25 Mb/s UDP traffic from a mobile handset, taking the
overall resource request beyond the capacity of the cell. Region @ shows both devices receive an
equal share of the available resources and sustaining 15.5 Mb/s each. The decoder dashboard reports
a drop in bitrate as well as severe packet loss (blue bars in the upper panel), and a significant increase
to the reported RTT up to 900 ms. Figure 2 (left) shows that the decoded video stream exhibits
significant artefacts and is unusable. Variable (rather than constant) bitrate could be used, in which
case the bitrate and video quality would drop to accommodate the lower bandwidth available. While this
would prevent artefacts, the video would likely not meet the quality requirements for broadcast.

The python module was then used to dynamically create a dedicated DRB (for uplink traffic with 5Ql 9

and priority 1) for the video encoder (UE-010). The bitrate of the video encoder is observed to increase
back up to 25 Mb/s in region @ of Figure 3, while the uplink UDP traffic from UE-035 drops to 6 Mb/s.

The decoder dashboard shows an immediate stop to the reported packet loss and RTT returns to
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around 10 ms. Figure 2 (right) shows the decoded video with the dedicated DRB providing priority to
the video encoder.

e UE-010 a UE-035

o e | e | o e

i i

301

) .o L. ! .

s oo ©®0e0 0 } ® 000000000 e®0o0e000 o0

- )

£ 20 \ o e

bt ) ]

'?é nnnnnnl.nlni 3-----..-----

- I 1

=)

=
o
!

A
)

f
AhaArhArad]
i

0 T T .‘ T
13:19:00 13:20:00 13:21:00 13:22:00 13:23:00 13:24:00
Time

b

RTT Dropped Packets

FIGURE 3: CONGESTION AND USE OF A DEDICATED DRB WITH LIVE ULTRA-LOW LATENCY VIDEO. (TOP) UPLINK BITRATE.
(BOTTOM) VIDEO DECODER DASHBOARD.

Finally, in region @ of Figure 3, the dedicated DRB is removed, such that both devices use the default
DRB and neither has priority. The video cannot be successfully transmitted. The UDP uplink traffic is
then stopped, and the video stream recovers in region @.

Real-time RAN Control

A set of functions were implemented to dynamically change cell transmit power, MCS and target packet
error rates, as well as the ability to artificially schedule all the uplink or downlink resources (useful for
cell capacity measurements).

We begin with a demonstration of cell transmit power using digital gain. A cell using a 100 MHz channel
with centre frequency 3967 MHz was configured. Figure 4 shows (in region @) that the initial measured
reference signal received power (RSRP) for the UE at its position within the radio frequency (RF)
environment was -75 dBm. The digital gain (attenuation) was then progressively set to:

® -20 dBm with a measured RSRP of -95 dBm;

© -30 dBm with a measured RSRP of around -105 dBm; and

O -10 dBm with a measured RSRP of -85 dBm,
before clearing the digital gain in region @.

i“ N AB A paper from the Proceedings of the 2026 NAB BEIT Conference 6



o (2] © (4] (5]

E U R TELT BE B S SR B R [ RY DN BN N RN RE RN B R
2 -80
(=9 |
o 1 If ZOY BOE BY NBY BN NN NN BN
2 -9
@ e S T L e
5 —100 [} — | [ ]
9} &) R
= _110
17:38:15 17:38:30 17:38:45 17:39:00 17:39:15 17:39:30 17:39:45
Time

FIGURE 4: MEASURED RSRP ON A SONY PDT HANDSET AT A FIXED POSITION RELATIVE TO THE CELL.

In a similar manner, other properties of the RAN can be dynamically controlled. It is worth noting that
RAN properties typically apply to a whole network cell, rather than on a per-device basis. The python
module developed here implements control of the uplink and downlink MCS and target packet error
rates, but also control of the scheduler to force the allocation of all uplink or downlink resources.
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FIGURE 5: DYNAMIC CONTROL OF MCS, PACKET ERROR RATE, AND RESOURCE SCHEDULING.

Figure 5 shows the variation of (top) the uplink and downlink bitrate, (centre) uplink and downlink MCS,
and (bottom) uplink packet error rate (retransmission) during the dynamic control demonstration. A
Sony PDT-FP1 handset was configured to perform a 50 Mb/s UDP uplink. Region @ shows the initial

configuration with adaptive MCS. Uplink MCS (red) was 19 and downlink MCS (orange) was 24, with
packet error rate (purple) around 8.5%.

The uplink MCS for cell 1 was fixed to 10. Region @ shows that the uplink MCS quickly falls to 10,
while the downlink MCS stays constant. The device maintains the uplink bitrate of 50 Mb/s. Since the
reduction in uplink MCS makes the radio channel more robust, we observe the packet error rate drop to
zero. The downlink MCS was then fixed to 15, and region @ shows the response of the downlink MCS,
dropping to 15 as expected.
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With a single UE connected, forcing the scheduler to allocate all of the uplink resources gives an
indication of the cell uplink capacity. With multiple UEs, the resources are allocated between them
(according to their priority). This can be dynamically enabled for the cell, and region @ shows the
uplink bitrate increase as the UE is allocated (and pads) all the resource blocks. With the uplink MCS
still fixed to 10, the capacity reaches 160 Mb/s. The uplink MCS was then increased to 25, and the
uplink bitrate in region @ is observed to increase to 200 Mb/s. However, the MCS is too high for the
radio channel, leading to a large increase in packet error rate to 50%. The uplink MCS was then
returned to adaptive, where the control loop attempts to maximize MCS (and therefore cell capacity)
while maintaining the target packet error rate. Region @ shows the MCS drop to around 19 and the
packet error rate reduce to the original target error rate of 8.5%. This is accompanied by an increase in
the uplink bitrate to 290 Mb/s.

The scheduling of all uplink resources is then switched to allocate all downlink resources, and region @
shows the uplink bitrate drop to 50 Mb/s (as needed for the uplink UDP session) and the downlink
bitrate increase to 125 Mb/s despite no downlink data traffic requested by the UE. The bitrate gives an
estimate of the downlink capacity of the cell with the MCS limited to 15. Returning to use the adaptive
downlink MCS control loop, we see in region @ an increase in the downlink MCS to 27 (the maximum
for the 256QAM modulation table being used) and the capacity increase to 220 Mb/s. The scheduling of
all downlink resources was then stopped and the downlink bitrate returned to zero.

At the same time, the uplink target packet error rate was increased to 25% and this was observed in
region @. However, the high error rate appears to have a negative impact on the uplink MCS. We
might expect the MCS to increase with the target error rate, as the control should be more tolerant of
retransmissions. Instead, we observe a drop in the uplink MCS to around 8, which does not seem to
recover in region @ after reducing the target packet error rate to 10%.

Open Network APls

The previous section showed how priority can be dynamically managed using proprietary APIs. In
practice, this prevents adoption, since network providers aren’t incentivized to develop an API that
exposes (partial) control of their network to another party, and broadcast hardware vendors cannot
implement support for multiple proprietary APIs or design features to work across networks offering
differing functionality. Instead, hardware vendors don’t develop features requiring network APls as
there is uncertainty on API support and functionality; and network providers don’t develop APIs
because there may not be hardware vendor uptake.

This is where the value of standardized network APIs becomes not only apparent but a necessity for
the adoption of 5G to proliferate and deliver on the many promises that excited both vendors and
potential users, in the broadcast industry and beyond. The development and implementation of open
standards, ensuring interoperability and providing cross-market coverage, gives the broadcast
production industry the network functions it needs to design solutions to meet customer demands.

As an example, the CAMARA project provides a set of mature open network APls and is supported by
the Linux Foundation. Of particular interest to this application are the QoS Profiles and Quality on
Demand APIs. The QoS Profiles API “provides a set of predefined network performance
characteristics, such as latency, throughput, and priority, identified by a unique name. These profiles
allow application developers to specify the desired network behavior for their application’s data traffic,
ensuring optimal performance. By selecting an appropriate QoS profile, developers can request stable
latency (reduced jitter) or throughput for specific data flows between client devices and application
servers when used by the Quality On Demand AP/’ [2]. Whereas, the quality on demand (QoD) API
“provides a programmable interface for developers to request stable latency or prioritized throughput
managed by networks” [3]. The CAMARA project is approved by the GSMA Open Gateway initiative [4]
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and is being actively promoted for network and vendor adoption, although we note that other open
standards are available.

The CAMARA QoD API provides a simple set of JSON-based HTTP requests to interact with the core
network:
e POST request to /sessions to request a new priority session:
(This request corresponds to our add_priority() python function above.)

{
"device": {
"phoneNumber": "999500000010035"
}s
"applicationServer": {
"ipv4Address": "0.0.0.0/0"

}s
"qosProfile"”: "QCI_9 PRIORITY 1"

}

The user must provide at least:
o Device identifier — such as |IP address or phone number;
o Application server/subnet to describe the traffic flow to which the session applies; and
o QoS profile — what priority is being requested.

e GET requestto /sessions/{sessionID} to query the status of an active session

e POST request to /sessions/{sessionID} to extend an active session:

{

"requestedAdditionalDuration": 60

}

The user must at provide the additional time (in seconds) being requested.

e DELETE request to /sessions/{sessionID} to cancel an active session
(This request corresponds to our remove_priority() python function above.)

We highly recommend the Telefonica reference and sandbox to learn more about the QoD API [5].

In practice, instead of directly implementing open network APIs in the core network, operators will most
likely present APl wrappers (also known as middleware or a shim) to translate incoming requests,
integrate with proprietary backend systems, and handle the required response and session
management. This also allows existing systems to be extended to provide new network API access,
provided the underlying functionality to satisfy the request is available.

Conclusion

The broadcast industry needs to ensure reliable wireless connectivity for remote broadcast and
production, especially in areas with low bandwidth. Poor connectivity can lead to delays and visual
artifacts resulting in a negative end consumer experience and even violation of agreements with rights
holders. Network APls allow external devices to interact with the network, whether that be to query
status, take measures to increase security and prevent fraud, or initiate control over network properties
and performance. Network performance for critical feeds and services can be dynamically enhanced to
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deliver robust connectivity when and where it is needed. While this paper has considered the need for
dynamic quality on demand (QoD) from the perspective of the broadcast industry, but barely scrapes
the surface of the requirement in the wider context of the many other (non-broadcast-related) verticals
that could benefit.

The network operators must play a role in facilitating the development of vendor solutions to address
these cross-industry needs. The APIs to accommodate such control would traditionally have been
proprietary to drive partnerships and potentially customer lock in. However, there is growing
acceptance that implementation of open standards is necessary to increase interoperability and
compatibility, and thereby drive integration and adoption. It is impractical for a technology vendor to
implement support for many different network-specific APIs or design features to work across networks
offering differing functionality. Instead, the use of open standards, like CAMARA and its Quality on
Demand API, maximizes impact and provides incentive for both network providers and hardware
vendors to implement support — customers will prefer to use hardware solutions able to support their
priority requirements and network providers that allow them to function.

This paper has demonstrated the use of proprietary network APIs to exert control over both core
functionality and RAN properties. In particular, QoD using dynamic creation of dedicated bearers for
particular devices and traffic flows was used to successfully control priority on a congested network and
protect a video stream.

But the “success” of this dynamic network prioritisation also highlights why network operators are
understandably cautious about exposing access to radio properties and control over scheduling
functions. In the examples discussed above, the congestion on the network was created by artificial
traffic in order to demonstrate the impact it can have on our desired connectivity, and how something
like QoD could be used to protect it. The network performance for the "offending” source of congestion
was then very poor. However, in reality, the traffic creating congestion is from other legitimate network
users going about their business, and to whom our video stream could be considered as the cause of
congestion. Giving priority to any particular device, traffic flow or use case comes at the expense of
other network users.

As the industry shifts from 5G non-standalone (NSA) to 5G standalone (SA) and deployment of
standalone infrastructure becomes more widespread, the opportunities available to both network
operators and users to fine-tune network experience increases. The concept of network slicing offered
by 5G SA has been a pipe dream for broadcasters for many years, with its introduction promised to
revolutionize wireless connectivity for camera links. However, it hasn’t quite materialised yet. While
commercial models are emerging, many slicing trials take place where the operator has deployed
hardware to provide additional capacity and slices are often tied to particular cells/locations. Why?
Because public network operators need to consider the rest of their users and ensure certain levels of
connectivity and service are maintained. Every slice or priority device potentially removes resources
from other users. For this reason, 5G network slicing and private 5G networks are not competing
technologies but rather provide different resources to support different use cases.

The expectation to offer standardized network APlIs is perhaps most obvious when thinking about
private networks, where the user might reasonably expect to be in control and use QoD to dynamically
configure and change device priority on demand. However, they are arguably more important for public
networks, where there is typically more risk of congestion and connections are more resource
constrained (particularly for uplink).

A network slice provides dedicated but resource-constrained connectivity, similar to a private network
except using public network infrastructure. Where the implementation and availability of open network
APIs (such as QoS and QoD) could play a significant role is to prioritize traffic within the slice or private
network. Depending on spectrum availability, a public operator may be able to offer slice(s) to
accommodate a couple of cameras, but it is unrealistic to expect enough slices to connect, say, six
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cameras, at least with any appreciable bitrate. Imagine if open network APIs available on a slice and
implemented into broadcast production hardware or tally systems were able to automatically prioritize
and protect feeds on the program and preview bus over others on an over-subscribed wireless
network? This really would be a gamechanger for the resilience and acceptance of 5G for wireless
connectivity in live production.

While private 5G networks can offer more resources than a public network slice, they are not immune
to congestion and may be deployed to simultaneously support multiple use cases with many users. In
the UK, the spectrum regulator Ofcom recently announced [6] up to 20 MHz of spectrum will be
available in n40 (2.3—-2.4 GHz) for pop-up private 5G networks with a rapid-turnaround short-duration
licensing model similar to programme-making and special events (PMSE). This amount of spectrum
would typically be used to support two conventional COFDM wireless camera links, but could support
many more with QoD and IP-based workflows. The introduction of open network APls on private
networks seems like a logical step to continue to provide the customer with the tools to make the most
of the spectrum resources available to them and use their network how they want, without the
complications of “other” users.

It appears we are at the dawn of an API revolution, with network operators and technology vendors
recognising the importance of open network APIs and beginning to introduce new functionality to
protect users, while testing and evaluating the implications of APIs like QoD that introduce wider
repercussions for other users. Meanwhile, users and solutions architects are becoming aware of the
benefits such APIs could enable for their workflows and use case requirements. It feels unlikely that a
user will be able to simply request a higher-priority session anywhere on a public network in the near
future, but perhaps public network slices could be an interesting compromise. If the operator has
already committed to dedicating a certain amount of resources to a slice, why not allow the user to
choose how those resources are allocated? The cost of a slice might be unviable for a single camera,
but make sense for four cameras (or more).

We are excited to see what lies in store for the use of 5G (private or otherwise) in the broadcast
industry and beyond.
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